Jack J. Yu <jy@kodak.com>

      More Flexible Questioning

           Surveys and questionnaires are conducted throughout the Web for a variety of reasons. However, the types of

           questions that can be asked over the Web are constrained by the user interface elements provided. The following

           assumes that we will limit our discussion to that which can be accomplished using HTML.

      The Web supports the following types of questions well:

                Multiple-choice question with single response (radio buttons, pull-downs) 

                Multiple-choice question with unconstrained multiple responses(checkboxes, selection lists) 

                Open-ended question with constrained response (text field with MAXLENGTH) 

                Open-ended question with unconstrained response (text field, text area) 

           The Web is not as good at supporting the following types of questions, many of which have applications in

           market research:

                Multiple-choice question with constrained multiple responses (e.g., pick two from Column A, two from

                Column B) 

                Rank-ordering a number of items 

                Distribution of a constant sum across a number of options 

                Sorting a number of items into an arbitrary number of groups 

                Presentation of different follow-up questions depending on respondent's answer to a previous question

                (without resorting to a form submission) 

           How can these types of questions be asked, given the currently available user interface elements? What can be

           accomplished using HTML only? Using HTML and Javascript?

      Translating, globalizing, and localizing a Web site

           This problem seems partially a question of policy, but presents some interesting Web site navigation challenges:

                How can a Web site, especially a very large one, be provided in multiple languages? The simple answer is

                to translate the entire site into each language, but this leads to a maintenance nightmare; every

                modification must be repeated in each site. Is this the only way to do it? What, if any, alternatives exist? 

                Assuming that an "original" site exists in one language, how should versions in other languages be

                developed, and what relationship should they have with each other and with the original? How should

                they be linked together, if at all? If a version is incomplete, should it link into the original site wherever

                needed? If so, how? Or should incomplete versions not be released until they are fully developed? 

                Many corporate sites have country-specific sites. Many languages are spoken in more than one country,

                and many countries have more than one official language. What relationship can or should exist between

                country-specific sites and sites in various languages? How can they be linked together such that

                duplicates of information in the same language are eliminated, or at least minimized?

      "More than one way in"

           Sometimes a single topic needs to be presented to several different audiences needing to examine the topic from

           different views. As an example, for a given product, a consumer might want to learn about the benefits of buying

           that product, whereas a retailer might want to learn how to get set up to sell that product. Each viewpoint can be

           quite different, but can also contain significant overlap of information (in the previous example, both consumer

           and retailer need to know some common basic information about the product).

           One way to address this problem on the Web is to create completely separate Web sites, each one catering to a

           specific audience. However, this leads to the duplication of the overlapping information, which can lead to

           serious maintenance difficulties. Another way to address the problem is to provide two separate Web sites that

           point into a shared repository of common information wherever necessary. This solution is also less than ideal, as

           there is no good way (without using frames or cookies) to return the user to the appropriate site of origin when

           s/he is finished viewing the common information.

           How can we best present common information about a single topic to different audiences, and different

           information where needed, while still providing clear and logical navigation and minimizing maintenance?

      The Ideal Site Map

           Web site maps are typically developed to provide insight into the content and structure of a Web site, and to

           facilitate the user's movement through the site towards desired information. A survey of Web site maps reveals

           great diversity in implementation. Many site maps attempt to display as much of the site structure as possible on

           a single page. Others attempt to show the user moving through a site, or provide a way to "zoom" between views

           of varying detail of the structure.

           What is the ideal site map interface for the Web? What are the user requirements? What can be accomplished

           using HTML only? Using HTML and Javascript? Using Java? Using other Web technologies (e.g., VRML)?

Allen Compton <acompton@geocities.com> 

           GeoCities is moving towards the TopicGrid approach to user and 3rd party content organization, but the issue

           that I continue to struggle with, is how to manage the user's need to navigate within the tree of topics effectively

           without overwhelming the user with too many devices or options. This is especially true at a level several topics

           away from the top. One specific question is: is it reasonable to ask the user to return to the front to choose

           another topic from the grid, or is it really necessary to provide those options at all levels? How effective is a pull

           down menu navigation option in this case?

Christina Leeper <cleeper@aarp.org>

 My design concerns involve sight organization, navigation through a complex and very large sight, and creating an interface

 that feels "familiar". There is a currently existing monster of an Intranet that has well outgrown its original poorly designed

 interface. Changing its structure and design to increase its usability is the big challenge. 

 The Intranet serves a staff of 2000 around the country including nine divisions at headquarters and several dozen state and area

 offices. Content includes web-based applications, staff directories, human resource facts and information about every function

 and current event throughout the Association. Currently the easiest way to find information is through the search. 

      Challenges for the new sight include: 

           Logical new categories based on functions 

           Accessibility to the same information with navigation through the Association Structure 

           Organizing directory structures to fit these two scenarios would be another workshop 

           Navigation that interactively lets you know where you are and how you got there 

           A home page that is customizable by each user 

           Navigation that feels comfortable or familiar to the user 

           An "attention getter" for new items, one that is built into the design 

           Space for growth 

           NO frames 

 Issues concerning redesign (versus starting from scratch) can be either a launching pad or a brick wall. A closer look at how to

 make the best out of these situations would be a great place to start with this proposal.

Scott Jenson <scott@jensondesign.com>

 I would hope that when brainstorming on these solutions we all won't immediately jump into Java or XML. While I exploring

 these technologies are is very useful, I also want to temper any high end solutions with a discussion of what options exist for

 the HTML 3.2 crowd. 

      1) Printing a simple report. 

           It is the intention of HTML to not be a page description language so I'm not posing a problem of font control or

           specifying page breaks. My issue is the difficultly in separating the navigational control from the information

           content of a web page. How do you get the user to a "clean" content only page that can be printed but getting

           them "back" without forcing them to use the back button? 

      2) Navigating more than 2 tier hierarchies 

           There are a few clever ways to have a global navigation bar handle a 2 tier hierarchies of pages (Think of folders

           with documents) Some involve Java but there are some very effective HTML/gif approaches. However, I have yet

           to see something which handles 3 tiers well. The default solution is to use the outline view popular with most site

           directories which then jumps you to the target page. The problem with this approach is that you "warp" to

           another "navigation space", replacing it with a "content space." The user needs to construct a new control model

           when they arrive to a) figure out where they are and b) how to return. The problem might be more generally stated

           as getting the user down a structured hierarchy with loosing "Navigation flow". They should always know where

           they are and how to return. To focus this example, imagine navigating a document system that contains folders

           within folders. Most documents are at the 3rd level but some are at the second. How would you present this in

           such a way that the user can find and read documents keeping in mind the issues stated previously? 

      3) Tabbed Card display 

           There are limitations to "Tabbed dialog boxes" used in W95. However, they can organize information well if used

           carefully. In my case, I had was displaying the result of a query. The data record was quite large and I didn't want

           it to scroll off the bottom of the screen forcing the user to "dig" for the proper fields. Having a tabbed display

           would keep all of the information on one screen, clearly label the groupings, and allow the user easy navigation to

           all of the data. My solution was very limited, I would like a similar "grouping" mechanism for the web (it certainly

           doesn't need to emulate the tabs of W95)

Keith Andrews <kandrews@iicm.edu> 

      I see as navigation the number one interface challenge. In particular: 

           Providing focus + context views (reflecting the user's current location within the structure of a site). 

           Closer integration of hierarchical browsing, link following, and search facilities, and being able to easily move and

           switch between them. 

      A second issue is that of structuring a web site. I would like to see provision for explicit creation of (overlapping)

      hierarchies of information and tools for authors to support their creation.

      A third challenge is the provision of links into and out of audio and film clips.

Peter Boersma <peter@design.nl>

 Peter's Attachments [ wavelan2.gif ] [ wavelan1.gif ] [ example.gif ] 

      I have three problem areas that I would like to address and some specific problems from other areas:

      (1) Navigating complex sites

      (2) E-commerce interfaces

      (3) Selections and feedback 

      (1) As for navigating complex sites, I see problems when I want to display both first and second (and often third) layer

      navigation on the same page. 

      My example where this problem arises is a site we are currently building for WaveLAN (a Lucent Technologies

      subsidiairy). See the attached images "wavelan1.gif" and "wavelan2.gif" for a preview of the site and its' navigation. 

      On the left side is the first level navigation. The WaveLAN-logo is the "home" button, the other titles are the main

      sections of the site. The second level navigation is on top of the page in the center (the names of subsections will be

      images instead of the HTML that you see now). 

      In the example ("wavelan1.gif") the main section "Products" was chosen, so this line is greyed out in the first level

      navigation. It is still clickable to allow a return to the section's "homepage". The heading confirms the coice ("WaveLAN

      Products") and a list of product-titles, descriptions, and small images is shown. The second level navigation (top-center)

      tells you that besides the product listing there are other subsections called "Third Party Products" and "FAQ". 

      Selecting a product from the list leads to a page ("wavelan2.gif") with more product information and a larger image. We

      want this page to have third level navigation elements to pages called "specification" and "(product specific) FAQ".

      These two pages should have similar 3rd level navigational elements ("description" and "FAQ", or "description" and

      "specification" respectively). 

      What should we do with the second level navigation? Keep it there (top-center) and expand it with these 3rd level stuff?

      Or put the 3rd level navigational elements on another elsewhere (under the heading?). What if there is the need for 4th

      level navigation? 

      Suppose there is a link from a page to another page that happens to be displaying an element from a list. On tha page a

      link "back to list" might be functional if you came from the list, but if you came from another page, it's confusing. Is

      re-wording the link enough? Should these links only be created if you come from the list? What if you don't? A simple

      JavaScript back-button might create a loop if the list is also part of a list... 

      (2) E-commerce interfaces have some specific features that call for design decisions that are not always trivial. 

      An e-commerce application typically consists of a catalog of products, a basket/shoppinglist, and order-confirmation

      pages dealing with payment and shipping details. 

      One design decision that needs to be made is whether to display the (new) shoppinglist each time a visitor adds a

      product to his/her basket or not. 

      Another is how to deal with visitors leaving before they order: Should their baskets be kept for future use? How do you

      identify a previous basket if there are more than one? How do you warn a visitor that his/her basket is lost if they leave?

      Is registering every visitor a solution? 

      (3) Selections and feedback 

      When placing interactive elements on HTML-pages (feedback forms, drop-down-boxes, database selection forms, etc)

      there's a problem with feedback. 

      What if the visitor has to make a choice in two dimensions (e.g. color and size)? Suppose you put the two choices on one

      page and afterwards just one of the choices must be changed. What if making a choice takes up lots of screen space, e.g.

      picking a (small) country on a worldmap? 

      If a vistor forgets to supply data for a required field, do you display the same page with an error? Where is the

      error-message placed? (at the top of the page, near the field, or both?) Or do you display the error-message on a separate

      page with a self-defined back-button? Do you put other navigational elements on that error-page? 

      How do you allow visitors to select two elements from the same dimension (two colors, two sizes, two countries)?

      Checkboxes? Repeat the choice? Multiple select? What if the dimension is graphical as with the countries? How do you

      "undo" a selection? 

     (4) Some miscellaneous other problems: 

     - In a search-engine interface where visitors can supply tow search terms, how can they indicate both which boolean

      logic operator to use (AND/OR) and wether a search term is optional or required for the search? (e.g. AltaVista allows

      you to use '+' for required fields and assumes that a space between search terms means "AND") 

      - In what order do you walk through articles in a discussion group? What is the function of a next and previous button?

      Do you loop through topics breadth-first (topic by topic) or depth-first (all articles from a topic)? Are up- and

      down-buttons usefull? 

Kevin Mullet <mullet@icarian.com> 

           Icarian LLC is creating a set of web-based applications to support workforce management (recruitment,

           evaluation, hiring, deployment, utilization, retention) for information age companies. We provide an HTML front

           end that uses a set of Java business objects to access existing enterprise databases in concert with our own

           people asset database. The user interface we provide must be powerful enough to support hard core, dedicated

           users (e.g., recruiters, hiring managers) as well as occasional, possibly "lightly motivated" users (e.g., individual

           contributors). 

           Many of the issues we face arise from the growing divergence between applications and publications on the

           web. HTML has strong historical ties and a continuing orientation toward the publication model. This model

           assumes that the final product is a constantly changing collection of interlinked documents that are themselves

           relatively static. There is a fairly strong assumption that every page is relatively context free... viewers "see" the

           same page regardless of where they are coming from. While there are ways to work around this limitation, they are

           fragile, cumbersome, and generally not very portable. Although navigation is certainly an issue for us, as it is for

           everyone else (and we could easily spend the entire workshop on this one topic), our leading sources of pain fall

           into four broad categories:

      State management 

           Web pages "want" to be stateless, but context-driven interaction is fundamental to user-centered design

           (long-winded polemics against invisible modes notwithstanding). Each page is a self-contained module, and with

           the exception of the browser history any client-side state that may have been built up is discarded when a new

           page is loaded. The page has no knowledge of where you've come from and, as a result, it can't provide context

           sensitive guidance on where you might want to go next. There are numerous workarounds... adding a frame with a

           static page whose primary function is to run the JavaScript and maintain the state, using the URL to pass

           parameters from page to page, or going all the way to a full blown server-side application... but all of these

           methods are cumbersome or limited in scope.

      Selections and feedaback 

           Selections are one of the fundamental concepts found in virtually all GUI applications. The fact that they are

           completely unsupported in both HTML and JavaScript is perhaps the most telling example of the web's current

           orientation toward publications rather than applications. Selection becomes essential as soon as the level of

           functionality rises beyond a few simple operations or the number of elements being manipulated expands beyond

           one. Generic commands that can be applied to any or all of the available elements still provide the best user

           interface to non-trivial applications. The lack of drag and drop support is just a special case of this general

           limitation. 

      Display momentum (i.e., frames) 

           Everybody likes to bash frames, but they are still ( until we can assume one of the 4.0 browsers ) the only way to

           preserve any display momentum ( which depends on some portion of the display not "flashing" ) when moving

           from one page to another. This imposes a serious distraction effect and probably contributes to the oft-noted

           navigation woes. Even the most basic demands of dynamic applications - such as altering choices the lower

           portion of a form based on user choices in the upper portion - make this flashing problem even worse. Eventually

           all browsers will catch up to the fully addressable document object model defined by Internet Explorer 4, but until

           then we will continue to force complete page reloads for most content updates. Unless we use frames, that is.

      Authoring techniques for server-based apps 

           Database-driven applications running JavaScript on both the client and the server show some promise for

           addressing these problems but they are excruciatingly difficult to develop. The limited graphical tools that are

           available quickly decline in usefulness due to their inability to handle the large amounts of custom code

           embedded in even the simplest HTML templates. None of the graphical authoring tools, for example, can display a

           form element once you've replaced the <INPUT> or <SELECT> tags with JavaScript wrappers that query the

           database and dynamically generate the available <OPTION>. And of course none of the high-level site design /

           management tools are able to work beyond the bounds of their own narrow assumptions about how the

           implementation will be structured. Integrating the work of a graphic designer is even more difficult than in the

           world of shrinkwrapped software. Imagine a world without UI builders or resource editors... aside from handing

           over the icons, designers are limited to whatever they can specify and convince the developer to include. 

           We are working on a number of ideas that partially address these issues today, in an environment where we still

           need to support browsers from multiple platforms and releases. Although some of these concerns will no doubt

           be mitigated under the forthcoming unified document object model, we will still need to establish conventions for

           using these mechanisms to meet the needs of dynamic applications in relatively standard ways. I hope to learn

           how others are addressing these issues. And argue about navigation, of course.

Molly Sorrows <messt17@sis.pitt.edu> 

      One of the major issues in the web environment is navigation. Within this area important user interface challenges in web

      design are defining landmarks within a site (especially other than the "home" page), and maintaining access to those

      landmarks during navigation of the site. Since a landmark may be relevant to a particular group of users or to a particular

      task, the design of a site should allow for the use of different landmarks. The challenge for user interface design is to find

      how the definition and use of landmarks facilitate the user's development of a cognitive model of the space and enable

      more effective navigation.

      The more general design issue is designing a site so that users maintain their orientation in the information space during

      navigation, particularly through different levels of a hierarchy or through different neighborhoods of a network structure

      or web space. Landmarks play a key role in one's ability to form a spatial representation of the environment, so they are

      particularly important in the World-Wide Web where the non-linear structure of the environment can lead to

      disorientation. Planning for landmarks in user interface design provides an important contribution to the user's

      understanding of both the organization and the content of the information space. Several algorithms have been proposed

      for identifying landmarks in the WWW using the levels of connectivity of a node, the frequency of use of a node, and

      the depth of the node in the local WWW directory structure. 

Nick Iozzo <nick@neog.com> 

      Product navigation within large E-commerce sites 

           When designing the product navigation path for an e-commerce site, two types of situations can exist. Products

           which are easily divided and grouped in a hierarchical manner, and those that are not. Those products that are not

           easily grouped provide a challenge to a designer regardless of the number of products. Easily grouped products

           can challenge the designer when they are part of a large hierarchy.

           For the sake of argument, we will say our large hierarchy in question has over 10 top levels, an average of 7 links

           per node, and an average of 4 levels of depth. The challenge is to define a navigation scheme that will constantly

           expose the user to as much of the hierarchy as possible. We want the user to always know which items they can

           purchase and we want them to get to those items easily.

           I do not propose we tackle the issue of products that are not easily decomposed into hierarchies. These

           situations have to be handled on a case-by-case basis. The solution to this problem probably goes beyond

           standard design, it goes into the realm of user participatory design. e.g. A card sorting method may solicit from

           the users an appropriate hierarchy.

           Based on some usability tests and experience I have on this topic, I would like to constrain the design to the

           following conditions: the design must run on both 3.0 browsers, the screens should be designed for a 640X480

           resolution, and frames should not be used. 

Roger Chang <Roger.Chang@sympatico.ca> 

      Problem 1: Bookmarking applets 

           - Users want to be able to bookmark a Java applet using their typical interaction with the browser and maintain the

           Java applet's context even though the HTML URL does not change (typically and optimally) since Java applets

           maintain their own context within session. This applet could by default spawned either in a browser or outside the

           browser by choice of the UI designer and possibly the application as a preference. 

           Changing the URL in a browser location field would cause the applet to initialize losing it's context albeit this

           could however define a default view. Initializing an applet will cause it to lose its memory and flush its history

           which disables a "back" feature. Even signed applets do not have access to locating and over-writing bookmark

           files. 

           How do users' bookmark an applet using the browser? Should the user interact with the applet or the browser for

           storing this state information? How would this interaction work for applets outside the browser? 

      Problem 2: Cascading style sheets support 

           - An application produces reports in HTML and charts in GIF format with HTML legends. Currently and

           administrator is allowed to change background colors of frames, tables, chart elements and the foreground colors

           of HTML elements and chart text as well typical settables in HTML such as background images of pages. The

           administrator also is currently allowed to set a target monitor size and other properties for display. All of the

           display setting are currently stored on the server and displayed to the user as server-side includes. 

           Now the client has requested CSS level 1 support. Some display settings noted above are not currently supported

           by CSS; there are an extremely large number of elements in CSS that allow more settings to be adjusted that are

           not currently supported by the current application. In the end, this application must also still be compatible with

           level 3 browsers (i.e., Netscape 3 and IE3) but the developers are willing to detect the browser. Level 3 browsers

           might only get a subset of the functionality since Netscape 3 has no CSS support. 

           What is the UI that supports changing current display settings while also supporting editing of a CSS? How

           much information should be included in the CSS and how much information if any should be hard-coded into the

           HTML? How much flexibility do we allow the administrator in tweaking the ASCII CSS file manually? Should there

           a single consolidated UI for display settings or not? 

      Problem 3: Simulation of menus in level 3 browsers 

           - An application is being migrated ("screen-scraped") from typical fat client to HTML thin client (Netscape3 and

           IE3). The UI currently supports menus that allow immediate actions, store mutually exclusive menu selections as

           well as multiple concurrent selections that must be ported over into an HTML based UI. The menus are context

           sensitive so the number of elements in the menu probably would change within or between sessions. The monitor

           floor of the application is 640*480 pixels. 

           What is the best way to simulate menus that only use HTML3.2 and JavaScript 1.0? How do you simulate

           disabled states given that menu real-estate might be prohibitive? What characters should be used inside a menu

           for the various interactions that must be supported using only the Latin-1 character set but still be

           internationalizion friendly? What is the limit on number of items that should be imposed on a context sensitive

           menu?

Jeff Brandenburg <Jeff.Brandenburg@persimmon.com> 

           I've got a set of issues that have come up as we've been working on Web-based collaborative applications. These

           issues are somewhat orthogonal to "traditional" site design, but as Web-based collaboration continues to

           become more important, more and more people are going to run into these same problems.

           Our group has been working on an application framework to support distributed, collaborative applications using

           standard Web browsers as clients. The framework uses a tiny (4K) Java applet to dynamically reload HTML

           information. This approach provides good performance even with relatively slow machines over standard

           modems, and avoids the portability problems that still plague heavyweight Java-based interfaces.

           With this framework, we can build applications out of objects whose user interfaces are built from standard

           HTML, using forms and links for user input. Users are represented as objects as well, so you can "see" and

           interact with other users, or mutually interact with other application objects. As objects and users arrive, leave,

           change their appearance, or do things, your view of the application updates asynchronously to reflect these

           changes.

           Anyone familiar with basic HTML can describe and create new objects; anyone who knows how to write simple

           JavaScript or Tcl scripts can give these objects behavior, including autonomous behavior. This makes for a

           powerful development environment, but it also raises some issues that weren't really pertinent when "the HTML

           standard" was first being developed.

      Navigation within a "spatial" metaphor 

           Our framework supports a containment hierarchy, and most of the applications we've prototyped follow a

           "rooms" metaphor. Users can move from room to room (or among steps of a task), with "exits" indicating where

           they can go next. Objects within these rooms can have "action" controls that provide access to application

           behavior.

           The logic of these applications, and the techniques we use to implement our framework, don't play well with

           browser navigation tools -- it's the same problem Jakob Nielsen pointed out so long ago ("Why Frames Suck").

           What does a "back" button really mean? Go back to the previous location? Undo the last action?

           We believe we can build interfaces that will let users do what they want without recourse to browser navigation

           buttons. What are the things we absolutely must do for this to work? In this era of "shopping carts" and other

           stateful Web-based interactions, are users learning to get around without using the "back" button? Or are we

           kidding ourselves?

      Using asynchronously-updated HTML forms 

           The applications we're working on allow a number of people to interact concurrently with application objects. We

           represent these objects with HTML descriptions; a user's view of an object gets updated whenever that object

           changes. The user never has to "hit reload to see recent changes."

           One problem: it's fairly simple to put a form in an object, and let the user manipulate the object that way. (Think of

           a threaded discussion forum, with a form at the bottom for following-up a message.) But if the object changes

           while a user is filling out the form, the user has to start over!

           What's the best way to approach this problem? Should dynamic views have a "pause button"? If so, how to you

           keep people from forgetting to "un-pause," and how do you let them know that changes are backing up while the

           window is frozen? Or must forms always be in a separate, non-updating frame?

           Another problem: given asynchronously-updating views, we'd like to find ways to represent how recently the

           view has been updated, or "how active" it is. Simple timestamps probably aren't the best representation in views

           that can change several times a minute (or more).

      Subject-verb-object interactions 

           Users can move application objects around. It's fairly easy to provide a "get" (or "buy") button, so you can pick

           up an object; in the same way, you can discard an object, either dropping it into your "current location" or

           returning it to its "normal location."

           How do we let a user "move this to there" with standard HTML interaction facilities? On the desktop, we use

           drag-and-drop, but to do that in the browser, you still need heavyweight Java, non- portable scripting facilities, or

           proprietary (and again non-portable) plugins.

           We've developed a "picker window" that displays a list of possible destinations. If you select an object's "move"

           button, the picker window displays a list including yourself, your current room, and "containers" (objects that

           can hold other objects) in the room. If you select an item from that list, the object you chose initially moves to that

           destination. 

           This has a number of problems. It's modal, and it's hard to make that mode clear to the user. It turns a

           conceptually atomic operation into a two-step dialogue. It forces the user's attention to the picker window, when

           the user's task should only involve the object and the destination. It forces us (the implementors of the

           framework) to decide what should get displayed in the picker list; that list might not include the destination the

           user has in mind, and might include a lot of destinations that aren't relevant in a particular application.

           Before drag-and-drop, people moved things by copying (or cutting) them to a clipboard, then pasting them to a

           new location. We could do something like that, but then there's an interim period when the object is "in limbo,"

           not really "located" anywhere. This is a problem in some applications.

Haggai Mark <hmark@cisco.com> 

 Web-based Coach for Web-based Applications 

      Description 

           In order to help users succeed in performing various tasks afforded by a web-based application, as well as

           provide an effective on-line training vehicle, it was decided to build a web-based "coach" system to provide

           step-by-step help for these tasks. 

           The way the coach works, is that it presents to the user a list of tasks that can be performed with the application,

           and when a user selects a task he or she want to perform, the coach lists a "task path" -- a list of the individual

           steps to accomplish the task. 

           So far, this is not really a new concept; it is somewhat similar to Microsoft's "Training Cards" found in

           Windows95. User performance and training really get a boost if the coach is actually capable of showing the user

           how the particular steps are done. In other words, the coach can manipulate the application and actually perform

           each step in the task path (a-la "show me" or walk-through). 

           It is hoped that the coach listing the tasks, breaking into a sequence of steps, and being able to perform the steps

           "right before the eyes" of the user, will provide both training on the application, as well as be an excellent job-aid,

           significantly increasing on-the-job performance. 

      Challenges 

           There are several UI and engineering challenges which need to be solved in order to make this coach approach

           effective: 

                Some screen real-estate, which is at a premium anyway, needs to be allocated to the coach, listing the

                application tasks and steps. 

                Since the coach is actually manipulating the web-based application (showing the user how the tasks are

                done), the steps have to be "in sync" with the application, not confusing the user as to what is happening

                within the application, and why. 

                Since some of the steps within a task may be sequence-dependent and some may not, it is important to

                impose structure/sequence where necessary, but allow user flexibility where it's not. 

                Although this coach approach is very procedure focused, providing task help (or help on the HOW), it

                needs to provide some elements of traditional on-line help, such as, descriptions, explanations,

                background and concepts (or help on WHAT and WHY). This has to be a seamless integration. 

                Feedback to the user as to which task they are performing, which step within the task is being performed,

                was the step successful or did it fail, does a user need to provide some additional input or make a

                decision, etc., needs to be provided at all times. 

                The coach should support web-based applications which are cross platform. 

                The coach approach should be generic and applicable to a family of web-based applications.

